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Figure 1: Screenshots from fully interactive, ray traced game prototypes featuring highly realistic images together with richness in scene
details. Ray tracing greatly simplifies the creation of games with advanced shading effects including accurate shadows and reflections even
for complex geometry and realistic material appearance in combination with sophisticated illumination. Interactive ray tracing performance
is already possible using software-only solutions (left three images) but dedicated hardware support is also becoming available (right).

Abstract

Rasterization hardware and computer games have always been
tightly connected: The hardware implementation of rasterization
has made complex interactive 3D games possible while require-
ments for future games drive the development of increasingly paral-
lel GPUs and CPUs. Interestingly, this development – together with
important algorithmic improvements – also enabled ray tracing to
achieve realtime performance recently.

In this paper we explore the opportunities offered by ray tracing
based game technology in the context of current and expected future
performance levels. In particular, we are interested in simulation-
based graphics that avoids pre-computations and thus enables the
interactive production of advanced visual effects and increased re-
alism necessary for future games. In this context we analyze the
advantages of ray tracing and demonstrate first results from several
ray tracing based game projects. We also discuss ray tracing API is-
sues and present recent developments that support interactions and
dynamic scene content. We end with an outlook on the different
options for hardware acceleration of ray tracing.

CR Categories: I.3.1 [Hardware Architecture]: Graphics
processors— [I.3.4]: Graphics Utilities—Software support I.3.6
[Methodology and Techniques]: Graphics data structures and data
types— [I.3.7]: Computer Graphics—Ray tracing

Keywords: Games development, realtime ray tracing, simulation,
dynamic scenes, global illumination, graphics hardware

1 Introduction

Computer games are the single most important force pushing the
development of parallel, faster, and more capable hardware. Some
of the recent 3D games (e.g. Elder Scrolls IV: Oblivion [Bethesda
Softworks LLC 2005]) require an enormous throughput of geo-
metry, texture, and fragment data to achieve high realism. They
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increasingly use advanced and computationally costly graphics ef-
fects like shadows, reflections, multi-pass lighting, and complex
shaders. However, these advanced effects become increasingly dif-
ficult to implement due to some fundamental limitations of the ras-
terization algorithm. One major limitation is its inability to per-
form recursive visibility queries from within the rendering pipeline,
which results in a number of significant problems when trying to
implement advanced rendering effects. We analyze these limita-
tions in more detail in Section 2.

Ray tracing, on the other hand, has several advantages and avoids
many of these limitations (also discussed in Section 2). It is, for
example, specifically designed to efficiently answer exactly these
recursive visibility queries, which enables it to accurately simulate
the light transport and the appearance of objects in a scene. How-
ever, ray tracing had been much too slow for interactive use in the
past.

Due to significant research efforts in recent years, ray tracing
has achieved tremendous progress in software ray tracing perfor-
mance [Wald et al. 2001; Reshetov et al. 2005; Wald et al. 2006a;
Wald et al. 2006b] to the point where realtime frame rates can al-
ready be achieved for non-trivial scenes on standard CPUs and at
full screen resolution (see Table 1).

Table 1 compares the rendering performance of several realtime
ray tracing implementations, namely the original OpenRT sys-

Scene Triangles OpenRT MLRT BVH Grid
2001 2005 2006 2006

ERW6 800 2.3 50.7 31.3 18.3
Conference 280k 1.9 15.6 9.3 4.0
Soda Hall 2.5M 1.8 24.0 10.9 7.4
Toys 11k – – 21.9 20.0
Runner 78k – – 14.2 13.1
Fairy 180k – – 5.6 3.1

Table 1: Performance comparison of several ray tracing implemen-
tations measured in frames per second (fps). Note that these sys-
tems are not directly comparable due to their highly varying feature
set: some even support dynamic scenes while others do not work
well for secondary rays. All numbers have been measured with a
simple diffuse shader at a resolution of 1024× 1024 pixels on a
single high-end CPU core.
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Figure 2: Several ray tracing benchmark scenes for performance comparisons. From left to right: ERW6, Conference, Soda Hall, Toys,
Runner, Fairy.

tem [Wald et al. 2002a], multi level ray tracing (MLRT) [Reshetov
et al. 2005] both using kd-trees as spatial index structures, and
very recent implementations with Bounding Volume Hierarchies
(BVH) [Wald et al. 2006a] and Grids [Wald et al. 2006b]. These
numbers give an overview of the ray tracing performance that can
be achieved in software, but it is important to note that these sys-
tems vary significantly in their feature set and thus are not directly
comparable. Images of the used test scenes are shown in Figure 2.

This speed-up in software was possible due to a number of algorith-
mic improvements across the entire ray tracing pipeline, beginning
with the spatial index structures (see Section 5 for more details) and
associated traversal algorithms [Havran 2001], ray-primitive inter-
section tests e.g. for triangles [Wald 2004] or Bézier surfaces [Ben-
thin et al. 2005], and shading calculations. These algorithmic im-
provements have been augmented and carefully tuned with opti-
mizations for today’s CPU architectures [Benthin 2006].

Due to its high degree of parallelism the ray tracing performance
benefits directly from the current trend towards symmetric and
asymmetric multi-core CPUs and affordable multi-processor sys-
tems. In addition, dedicated ray tracing hardware has been de-
veloped [Schmittler et al. 2004b; Woop et al. 2005] that are pro-
grammable and support fully dynamic scenes [Woop et al. 2006].

These developments on the algorithmic as well as on the software
and hardware implementation side are promising to bring ray trac-
ing performance to a level where it becomes interesting for com-
puter games. In the following sections we explore this space by
looking at the potential benefits of using ray tracing in games (Sec-
tion 2), analyze several prototypes of ray-tracing based games (Sec-
tion 3), stress the importance and the different requirements of ray
tracing for APIs (Section 4) and review recent advances in the sup-
port of dynamic scenes (Section 5). Finally, we analyze and com-
pare the different options of improving performance through better
hardware support.

2 Advantages of Ray Tracing for Games

Before we discuss implementations and other details of ray tracing
it is important to first take a look at the advantages and opportunities
this technology may offer for games.

2.1 Recursive Visibility Queries

Due to the fundamental feed-forward structure of the rasterization
algorithm the complexity of implementing advanced features has
increased significantly. One indication of this is the large number
of publications about reducing shadowing artifacts in rasterization
and the fact that games sometimes still need to implement multiple
shadow algorithms in order to handle each gaming situation [Hurley
2005].

In this context it is important to note, that most computations that
occur during rendering depend on the locally visible part of the
scene. This includes, for example, the surfaces visible from a cam-
era, light sources illuminating a point, or other surfaces visible in
reflections or causing indirect illumination. Such visibility queries
sample the global visibility function which maps some local coor-
dinates (typically position and direction) to global coordinates (i.e.
a point on some other surface). Interestingly enough, these visi-
bility queries are exactly what recursive ray tracing is designed to
compute efficiently.

Rasterization, however, does not allow for any recursive visibility
query from within its pipeline. To support such computations at all,
it must fall back to pre-computing the data in local coordinates in
form of the well-known shadow, reflection, or other maps. How-
ever, there are two major issues inherent in this approach: ineffi-
ciency and sampling artifacts.

Inefficiencies arise because in general the entire visibility function
for a point or an object must be pre-computed even if later only a
small subset may be relevant (e.g. not everything locally visible will
contribute to a reflection). This is a fundamental problem because
the final queries are not known in advance (otherwise, we would
already know the result of the previous visibility queries that caused
these queries in the first place).

Typically discrete maps are used to represent relevant parts of the
visibility function. Thus, sampling/aliasing artifacts are unavoid-
able because this function is generally continuous and not band-
limited.

The design of the rasterization algorithm causes yet more problems
with visibility queries. The algorithm is designed to be efficient
only for a very large set of very regular queries (i.e. millions of rays
all starting at a single origin and going through the uniform grid
of pixels on an image plane). However, the visibility queries that
occur during rendering tend to be rather sparse and irregular. An
example are the few reflection rays of a small curved reflector.

Furthermore, this rasterization process is driven directly by the ap-
plication in an imperative way (“draw these triangles to the (frame)
buffer in this way”). However, the need for recursive visibility
queries arises from shading computations within the pipeline on the
graphics chip. This requires some form of feedback from the hard-
ware through the driver back to the application running in a totally
different (user) context. This significantly complicates the process
and introduces large latencies.

It is interesting to note that due to the above problems ray
tracing is increasingly being used as a supplementary algo-
rithm within rasterization-based techniques. Examples are dis-
placement mapping [Wang et al. 2004], approximate refractions
on the GPU [Wyman 2005], or ray casting through volumetric
data [Kruger and Westermann 2003] (also see Section 6.2 regard-
ing the implementation of ray tracing on GPUs). In this paper, we
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Figure 3: Left: an office scene with polygonal surfaces, volume
data, and a light field object. Note how all optical effects work as
expected: For example, the volume (skull) casts semi-transparent
shadows on procedurally textured surfaces; the light field (dragon)
is also visible through the bump-mapped reflections on the mirror;
and all these effects are again visible in the mirror sphere. Right:
a volumetric Bonsai tree in a polygonal environment with indirect
global illumination and soft shadows. No additional code is re-
quired to handle the complex interaction of light between all these
different geometry representations.

argue that it may be interesting for games to explore ray tracing as
the primary rendering engine instead of just an add-on.

2.2 Plug’n’Play for Geometry and Shading

Ray tracing closely matches the physical process of light transport
in the real world. This has several important implications also for
the design of games when utilizing ray tracing. The most notable
advantage is what we call “Plug’n’Play” for geometry and shaders
(see also Section 4).

The recursive ray tracing method can support a wide variety of ge-
ometric primitives as long as efficient intersection algorithms are
known and the objects can be inserted into spatial indices. Beyond
triangles, realtime algorithms have been published for (trimmed)
splines surfaces [Benthin et al. 2005; Geimer and Abert 2005], sub-
division surfaces [Benthin et al. 2005], point based surfaces [Wald
and Seidel 2005], and iso-surfaces of volumetric data [Wald et al.
2005; Marmitt and Slusallek 2006]. Even more algorithms are
known from off-line computation that may also be accelerated for
realtime use. The RPU ray tracing architecture [Woop et al. 2005]
even supports programmable and hardware accelerated intersection
computations.

Because they all support the same simple interface towards rays, all
of these representations can be freely mixed in the same scene. All
interaction between different geometry objects such as reflections
or shadows work seamlessly as is demonstrated in Figure 3. No
special support is needed by the application, which is in stark con-
trast to rasterization, where specialized rendering algorithms must
be integrated for every type of primitive. It is well-known that these
algorithms are generally not orthogonal to each other and often in-
terfere also with shading algorithms.

For shaders the situation is similar. Shaders describe the material
properties for ray tracing and specify locally how light interacts
with the surface they are applied to. However, as discussed above,
they may also query about their global environment by recursively
shooting more rays. The global appearance is then achieved auto-
matically without further participation by the application. Seem-
ingly difficult effects such as complex inter-reflections, multiple re-
fraction, or self shadowing are straightforward to achieve in this
context (see Figure 4). Also no explicit depth sorting of transpar-
ent polygons is needed as with rasterization, because the ray tracing

algorithm is guaranteed to visit all surfaces in the correct order.

Together, this allows for full “Plug’n’Play” where shaders can be
freely assigned to geometry, which may then be freely combined
with other objects and their shaders. This simplifies both the devel-
opment of the graphics engine in a game and the creation of game
content. The content designers are no longer constrained by some-
times obscure technical limitations. Many advanced effects that
were difficult to achieve with rasterization (such as simple shad-
ows) come naturally with ray tracing.

2.3 Scalability in Scene Size

The scene complexity in games is increasing at an amazing rate
and already reached the point where the basic approach (sequential
brute-force rasterization with z-buffer) cannot handle these scenes
any more. Increasingly techniques like level of detail (LOD) [Lue-
bke et al. 2002], spatial indices like BSP-trees [Fuchs et al. 1980],
portals [Luebke and Georges 1995], and pre-computed potential
visible sets (PVSs) [Airey et al. 1990] are used to reduce the num-
ber of triangles that must be processed by the hardware.

It is interesting to note that many of these techniques require data
structures that are almost identical to those used within ray tracing.
However, these data structures are usually built and maintained on
the application side instead of built transparently into the render-
ing engine itself. As a result the granularity of these approaches is
usually much coarser than for ray tracing.

Ray tracing is output sensitive by design, i.e. it only ever processes
(or even loads) data touched by rays that are known to contribute to
the image. The typical spatial index structures are hierarchical and
lead to an average computational complexity of O(logn) for ray
shooting for scenes with n primitives. This allows for ray tracing of
scenes with billions of triangles in realtime as is shown in Figure 9.

2.4 Physically-Based Global Lighting Computations

Another major advantage of recursive ray tracing is that it can di-
rectly be mapped to the process of simulating the transport of light
particles through a scene. Here each ray represents some portion
of energy that travels through space until scattered at some surface
(or even within participating media). These events may then re-
cursively spawn new rays. This directly allows for rendering re-
flections and refractions even via highly complex light paths as
seen in Figure 4. All these lighting computations are typically per-
formed with floating point precision and thus directly support High-
Dynamic-Range (HDR) rendering.

The subtle variations due to indirect illumination significantly in-
creases the realism of game environments, as it contains informa-
tion about the spatial proximity of objects that the human visual
systems interprets quickly and subconsciously. Indirect illumina-
tion at some point is caused by light that bounced off of (all) other
visible surfaces in the scenes, and may recursively involve other
non-visible surfaces as well.

This illumination technique has been widely applied in commer-
cial games but has been limited to static and pre-computed results
because of the huge computational cost. Typically radiosity meth-
ods [Cohen and Wallace 1993] are used to compute the indirect illu-
mination, which is then stored as vertex colors or light textures. One
increasingly popular method also is pre-computed radiance transfer
(PRT) [Kautz et al. 2002; Sloan et al. 2002], which allows chang-
ing the illumination of static objects through a distant environment
map.
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An important general technique to efficiently compute indirect il-
lumination is Instant Radiosity [Keller 1997]. In a first pass this
technique places secondary light sources in the scene through a ran-
dom process. In the second pass these light sources are used to
illuminate the scene using normal shadow computations. This ap-
proach directly maps to an efficient implementation using fast ray
tracing [Wald et al. 2002b; Benthin et al. 2003] that already runs in
realtime on a small set of CPUs.

Another indirect illumination effect are caustics caused by the con-
centration of light due to reflections or refractions (see Figure 5).
Caustics can provide important visual clues, especially with trans-
parent objects such as glass and liquids. These scenes would look
highly unnatural without their caustics illumination effects.

Photon Mapping [Jensen 2001] is considered the only robust and
efficient technique for computing caustic effects. In a first pass
it distributes large number of “caustic” photons in the scenes via
specular reflection of refraction. In the second pass it then uses
the density of photons at a point to compute the caustic illumina-
tion. This method can again be mapped directly to ray tracing (see
Figure 5) and reaches near-interactive frame rates even on a single
CPU [Günther et al. 2004].

While indirect lighting techniques have very recently also been im-
plemented using rasterization hardware [Ernst et al. 2005; Dachs-
bacher and Stamminger 2006] these approaches are quite limited.
They only support a single bounce of light and completely ignore
visibility after the first bounce because of the difficulty to compute
it efficiently.

In summary, ray tracing is ideally suited to compute the visibility
that is at the core of most rendering algorithms. Its close match
to real world light transport and its physically-based computation
allows for almost arbitrary flexibility when combining geometric
models and shaders in a Plug’n’Play manner. Finally, ray trac-
ing supports even extremely complex models efficiently and can be
used efficiently for obtaining the indirect illumination that is likely
to play an important role in future games due to its significant role
in achieving higher realism.

3 Games using Ray Tracing Projects

In order to explore the requirements and benefits of ray tracing
based games we performed a number of experiments. On the one
hand we re-implemented several existing rasterization based games,
including Quake 3: Arena [id Software 1999] and Grand Theft
Auto: Vice City [Rockstar Games 2002]. On the other hand we

Figure 4: Left: complex light path with up to 25 levels of recursive
reflection and refraction for the car headlight with highly curved
surfaces. Up to 50 rays per pixel need to be traced to achieve an
adequate realism. Right: An example from the industrial use of
realtime ray tracing simulating important multiple reflections for
design reviews.

Figure 5: Caustic effects caused by multiple reflections or refrac-
tions are well handled by photon mapping based on ray tracing.
This images can be rendered at approximately 15 fps on a cluster
of PCs with a resolution of 640×480 pixels.

developed the game Oasen that assumes fast ray tracing hardware
to be available and explores this new design space.

3.1 QuakeRT

In 2004, a student project [Schmittler et al. 2004a] was realized
which implemented a complete graphics engine using the OpenRT
API in order to play a simplified version of Quake 3.

The goal was to fully support all graphical effects of Quake 3 as
well as a collision detection system using ray tracing. Other non-
graphic related algorithms like AI were simplified. Figure 6 shows
some screenshots rendered on a PC cluster at 20 fps with a screen
size of 640×480 pixels and 4× full screen anti-aliasing.

Figure 6: Various screenshots of QuakeRT featuring several shad-
ing effects like complex colored shadows from many objects, mul-
tiple reflective spheres, and spot lights.

Some features of this engine are realistic glass with reflection and
refraction, correct mirrors, per-pixel shadows, colored lights, fog-
ging, and Bézier patches with high tessellation. All of these effects
are simple to implement with rudimentary ray tracing techniques.
Additionally, two different light sources are supported: point lights
for ordinary lightning and spot lights to simulate a flashlight. Other

4



Figure 7: Example screenshots of Ray City.

effects which can be defined with the Quake 3 shader language are
also supported. Rather then using the original scene geometry some
of the walls and floors have been replaced by highly tessellated geo-
metry using static displacement mapping yielding approximately 1
million triangles e.g. for the Temple of Retribution map. The game
engine was written from scratch and supports player and bot move-
ment including shooting and jumping as well as many special ef-
fects like jump-pads and teleporters.

The complete rendering engine was implemented by a single stu-
dent within five months. Furthermore, the code complexity to sup-
port all these effects is very low. All effects were implemented
independently and work together in a simple Plug’n’Play fashion.

Using the same graphics engine, another project was started to re-
implement GTA Vice City (see Figure 7). Special extensions to
the graphics engine for this game are a normal mapped glass and
water shader as well as a varnish shader for the cars. In contrast
to the indoor Quake engine the Ray City implementation requires
rendering large and complex outdoor environments under changing
day and night illumination.

3.2 Oasen

Oasen [Schmittler et al. 2004a] is maybe the first game designed
from scratch with the idea in mind to use realtime ray tracing as the
core rendering engine. The player takes the role of a salesman on
a flying carpet visiting different places, buying and selling goods
while fighting off other players or bots. The landscape consists of
several islands with trees, bushes, and buildings with more than 25
million triangles. No LOD techniques were used either for geo-
metry or for lighting.

Main features of this game are realistic atmospheric simulation, day
and night simulations including procedural stars and fireplaces at
night, a depth-dependent water shader, procedural clouds, a living
environment like swimming fish in the ocean, and adaptive super
sampling for anti-aliasing. Figure 8 shows some of these features.

The up to several hundred fireplaces during the night phase act of
course as light source and are implemented as point lights. This
huge number of light sources is efficiently handled by exploiting a
restricted range of illumination for each light and organizing them
in a spatial index structure. For each location we can then efficiently
find the light sources that contribute to its illumination.

This game was implemented within three to four month by four
students during their spare time based on the experience with the
Quake 3 project using the OpenRT API.

These experiments with ray tracing based games – while very pre-
liminary – show that even scenes with advanced visual effects are
indeed simple to create. Very little effort needs to be invested into
selecting the correct algorithm to avoid visual artifacts. Even highly

complex geometries and appearances can simply be modeled sepa-
rately and work together without any additional effort.

4 OpenRT API

Today computer games communicate with the graphics subsystem
on a higher level of abstraction through application programming
interfaces (APIs) – most notably DirectX [Microsoft 2006] and
OpenGL [Woo et al. 2001]. But although such interfaces feature
powerful and flexible means for realtime 3D image generation, their
design is heavily based on triangle rasterization algorithms. Un-
fortunately, this makes it difficult to use them also for interactive
ray tracing due to fundamental algorithmic differences between ray
tracing and rasterization.

An example of a graphics programming interface specifically de-
signed for realtime ray tracing is OpenRT [Dietrich et al. 2003].
As the name suggests OpenRT is syntactically similar to OpenGL,
but while staying as close a possible, it is neither a simple exten-
sion nor a subset of OpenGL. The OpenRT API itself is composed
of two sub-interfaces: the application interface and the OpenRTS
interface for shading (see below).

The core OpenRT application programming interface assists an ap-
plication in specifying geometric objects, textures, transformations,
etc. in much the same way as OpenGL. In many cases the usual
“gl” prefix can simply be replaced with “rt”. For example, most
of OpenGL’s geometric primitives are available, and are issued by
implementing the same rtBegin() / rtVertex() / rtNormal() /
rtEnd() statements.

Despite these similarities in syntax, there are a few major differ-
ences in semantics.

4.1 Rendering Semantics

Ray tracing is fundamentally different because it uses global in-
formation, e.g. for shadows or indirect illumination calculations.
Because of that, OpenRT’s ray tracing back-end requires a more
object-oriented approach. The user specifies a geometric object,

Figure 8: Some example screenshots from the ray traced game
Oasen featuring several shading effects. These images are rendered
on a PC cluster with 640×480 resolution at interactive frame rates.
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which encapsulate primitives organized in a spatial index that can
be seen as a low-level scene graph. Light transport simulation
can be explicitly defined using programmable, dynamically linked
shader plugins. Geometric objects are then bound to shader objects
that contain specific attributes, e.g. material colors. This comes
close to the retained mode of OpenGL where primitives are stored
in display lists in a compiled form. The binding of individual shader
instances may be regarded as local state changes, but two issues
have to be kept in mind: First of all, OpenGL display lists also de-
pend on global state and thus they can be rendered differently even
if remaining unaltered themselves.

4.2 Objects and Instantiation

A ray tracer cannot offer immediate mode rendering because all
geometry needs to be defined before the actual light transport sim-
ulation can start. Nevertheless, OpenRT’s object definition scheme
behaves mostly like OpenGL’s display list handling – except that
there are no side effects due to global state changes. Primitives are
grouped into objects, providing a collection of geometry plus asso-
ciated shaders. Once an object has been fully defined, an acceler-
ation structure is built, which is necessary for efficient ray surface
intersection calculations. In the past this was a major drawback
because if the object changed, its acceleration structure had to be
rebuild completely from scratch (see Section 5).

Similar to calling OpenGL display lists, objects have to be instan-
tiated in order to be effective. However, visibility computations
will only take place if all objects have been specified. Instantia-
tion works most efficient for a ray tracer (see Figure 9). Not only
that a single object can be reused multiple times, because of inher-
ent occlusion culling also no overdraw operations take place. Even
thousands of instances can be used without suffering a major hit in
rendering performance.

4.3 Multi-Pass Rendering vs. Shaders

The OpenRTS shading language API provides an interface between
shaders and the ray tracing back-end to provide access to geometric
and lighting information.

OpenRT provides a fully programmable shading model, making
it possible to directly implement shaders for most optical effects.
Writing such a shader is straight forward, and much easier than
hand tuning complicated OpenGL code which often requires multi-
ple passes for e.g. reflections. With ray tracing the multi-pass com-
plexity can be put into local shaders that query for global data as
needed. For example, adding reflection is one of the basic tasks
of ray tracing. It only requires the shader to shoot on additional
reflected ray, and can be specified by just a few lines of code. Fig-
ure 10 shows this in more detail.

One of the biggest advantages of ray tracing is the fact that inde-
pendently written OpenRT shaders may also be simultaneously as-
signed to individual geometric objects in a simple Plug’n’Play man-
ner. The desired effects are automatically combined and simulated
in the correct order during ray tracing (see Figure 1).

4.4 Fragment and 2D Operations

Up to now OpenRT serves as a pure 3D graphics library. Games
usually also apply 2D imaging fragment operations like stencil
tests, alpha tests, or blending, etc. to perform special effects, e.g.,
alpha-blended explosions. Fragments, i.e. the output of OpenGL’s

actual rasterization stage can be regarded as partial color results in
analogy to radiance values that travel along single rays, and there-
fore contribute to a pixel’s final color.

OpenRT does not offer a direct equivalent to these operations, but
they can be performed by programmable shaders. For example,
blending can be realized using transparently textured polygons.
Note, that it is also possible to mix OpenGL and OpenRT rendering.

class SimpleShader : public RTShader

{
// shader parameters

R3 diffuse; // diffuse color ( float r, g, b )

RTvoid Register()

{
// export shader parameters

rtsDeclareParameter("diffuse", PER SHADER,

memberoffset(diffuse),

sizeof(diffuse));

}

RTvoid Shader(RTState *incident ray)

{
R3 color, normal;

R3 light(0.577f, 0.577f, 0.577f); // light direction

// calculate diffuse term

rtsFindShadingNormal(incident ray, normal);

color = diffuse * MAX(Dot(light, normal), 0.0f);

// add reflective term

RTState reflection ray;

rtsReflectionRay(incident ray, &reflection ray, normal);

color += rtsTrace(&reflection ray);

rtsReturnColor(color);

}
};

Figure 10: A simple OpenRT surface shader example. The
Register() function declares a diffuse color vector as parameter.
Every time a ray hits a surface with which the shader is affiliated,
the Shade() function is called. Reflections can be computed by a
simple recursive invocation of the ray tracer (rtsTrace()).

5 Dynamic Ray Tracing

The interaction of the player with the 3D world is a key factor to
build an immersive experience. Therefore, the use of ray tracing
for games strongly depends on its ability to support dynamic scenes
and animations.

Until recently this was considered to be a hard problem [Shirley
et al. 2005]. Some approaches already existed a few years
ago [Reinhard et al. 2000; Lext and Akenine-Möller 2001; Wald
et al. 2003b] but they are limited to a small subset of animation
types (rigid body only) or they are not fast enough to deliver inter-
active rendering performance.

The difficulty in dynamic ray tracing lies in maintaining spatial in-
dex structures that organize all scene geometry in order to signifi-
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Figure 9: Forest scene with 365,000 plants and a total number of 1.5 billion triangles. Note the detailed shadows on leaves and the smooth
illumination on the trunks due to integrating illumination from the entire sky.

cantly reduce the number of expensive ray intersection calculations.
With their help typically only a few (< 5) primitives need to be
tested for intersection with a given ray even if the scene contains
billions of them.

Kd-trees are widely used for achieving realtime ray tracing perfor-
mance. However, their spatial subdivision approach made it diffi-
cult and costly to update it after changes to geometry.

Fortunately, the situation improved drastically this year. By exploit-
ing coherence with packets of many rays, competitive realtime ray
tracing performance was also demonstrated with grids [Wald et al.
2006b] as well as with BVHs [Wald et al. 2006a]. Additionally, two
methods were proposed that allow for very fast updates to kd-trees.
Firstly, a hybrid b-kd-tree acceleration structure combines the fast
update properties of the BVH with the high ray tracing performance
of the kd-tree and is already implemented in hardware [Woop et al.
2006]. And secondly, fuzzy kd-trees together with a motion decom-
position approach avoid the costly rebuilt of kd-trees almost com-
pletely at least for some types of animation [Günther et al. 2006].

All these novel techniques provide realtime ray tracing performance
for much more general dynamics than was ever possible before.
The rendering of predefined animations, skinned meshes, and even
more flexible deformations of the scene geometry are now sup-
ported by ray tracing. Thus ray tracing is at least competitive
with rasterization in rendering dynamic worlds created by today’s
games.

Towards Fully Dynamic Game Environments

Traditionally games rely on precomputations to gain speed, e.g.
they use pre-computed radiosity solutions [Cohen and Wallace
1993] stored in light maps or pre-computed radiance transfer
(PRT) [Kautz et al. 2002; Sloan et al. 2002]. Pre-computation is
also necessary to allow for visibility culling, reducing the number of
polygons sent to rasterization hardware by e.g. potential visible sets
(PVS) [Airey et al. 1990], binary space partition (BSP)-trees [Fuchs
et al. 1980], or portals [Luebke and Georges 1995].

Thus most games are essential a walkthrough application with mov-
ing objects: Really changing the geometry such as destroying (parts
of) buildings or digging holes into the landscape is seldom possible.
The only exception we know of is Red Faction with the GeoMod
engine [THQ Inc. 2001] which allows for dynamic changes of the
world, e.g. blasting holes in walls.

Because ray tracing computes visibility and simulates lighting on
the fly the pre-computed data structures needed for rasterization
are unnecessary. Thus dynamic ray tracing would most likely al-
low for simulation-based games with fully dynamic environments

as sketched above, leading to a new level of immersion and game
experience.

6 Hardware Support for Ray Tracing

Based on the presentations in the previous sections we conclude that
ray tracing is able to play an important role for future games. How-
ever, the most important question that still needs to be answered is
that of suitable hardware support for achieving acceptable perfor-
mance levels.

As a rough estimate for the following discussion we assume that
at least 300 million ray per second (1024× 1024 pixels, 30 fps,
10 rays per pixel) are required to achieve a minimally necessary
performance level. This is comparable to the performance of a low
end graphics card for scenes with significant shadow and reflection
computations. Based on experience, high-quality anti-aliasing may
increase this number by about a factor of two if using an adaptive
super-sampling strategy equivalent to 8 samples per pixel.

In the following we will explore how different hardware approaches
may be able to provide adequate computational power. Based on the
performance data given in Section 1 we assume in the following a
currently achievable ray tracing performance of about 10 million
rays per second on a single CPU for static scenes – and half of that
for dynamic scenes. In other words we will need an improvement
in performance in software by a factor of 30 to 60, respectively, or
60 to 120 with anti-aliasing.

6.1 Multicore Architectures

For a long time CPUs have mainly tried to increase single-thread
performance by driving clock rates up. However, this required
longer pipelines, much larger caches, and complex technologies
such large reorder buffers, advanced branch prediction, and oth-
ers to prevent problems due to the increasing cost of pipeline stalls.
Also, these techniques all occupy precious die area that cannot be
used for the main purpose of computing.

In contrast, many applications from computer graphics and other
disciplines operate in a highly data parallel fashion. They are able
to distribute their computations over an almost arbitrary number
of threads as long as access to the necessary data can be provided.
Ray tracing is a prime example of such an “embarrassingly parallel”
algorithm as every pixel could be rendered independently from all
others.

Parker showed that realtime ray tracing performance can indeed
be achieved on a large supercomputer with 128 processors and
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more [Parker et al. 1999]. Wald shortly afterwards demonstrated
that the performance of ray tracing can be greatly improved even
on a single processor [Wald et al. 2001] using novel algorithms and
features of modern CPUs such as SIMD (Single Instruction Multi-
ple Data) operations. Parallelism was exploited by distributing the
computations across a cluster of PCs [Wald et al. 2003a] with linear
scalability to 48 and more CPUs.

The most interesting trend for ray tracing is however, that multi-
core chips with two and more CPUs are becoming available. The
roadmaps of the manufactures promise quad-core chips already for
early next year. In addition commodity multi-processor systems
can be built from these, due to fast and low-latency CPU inter-
connects such as Hypertransport. Except for memory bandwidth
and capacity, these systems will behave essentially identical to fu-
ture multi-core systems when it comes to ray tracing. We can use
these systems to get a rough estimate of the performance of fu-
ture multi-core systems. For example, Dietrich et al. showed that
16 processors (eight dual-core Opterons) already allow for realtime
ray tracing of a complex ecosystem with more then 1.5 billion tri-
angles [Dietrich et al. 2005] (see Figure 9).

Given these promising hardware developments we see that a next
year’s dual-processor, quad-core system (8 CPUs) will already be
able to achieve about a quarter of the minimum ray tracing per-
formance. A successor to the current 8-processor system then
equipped with quad-core chips will be able to match the minimum
performance without anti-aliasing. Of course, such a system would
be beyond the game market but it shows that even pure software ray
tracing on standard processors is able to achieve reasonable perfor-
mance levels for gaming in a short time frame.

A different multi-core architecture has been developed by IBM in
conjunction with Sony and Toshiba: The Cell processor. It is an
asymmetric design with a less-powerful management processor and
eight high performance Synergistic Processor Elements (SPE) that
offer SIMD instructions, operate solely on a limited local store of
only 256 KB, and use fast asynchronous DMA for memory trans-
fers and communication (up to 20 GB/sec) [Kahle et al. 2005].

During Siggraph 2005 the German company inTrace [inTrace 2006]
already showed a very early prototype implementation of a ray
tracer running on the Cell. Even though this implementation was
not optimized and supported only primary rays, it already achieved
between 30 and 50 fps at full screen resolution for the Conference
scene with very simple shading (see Figure 2).

If an optimized full ray tracer could be implemented at similar per-
formance levels, this chip would achieve 240 millions rays per sec-
ond and more, which is already close to the minimum target per-
formance for games (but still limited to static content with no anti
aliasing).

6.2 Ray Tracing on GPUs

Graphics processors (GPUs) have evolved to highly parallel, pro-
grammable high-performance processors that can also be used to
execute non-rasterization tasks. The latest GPUs contain 48 par-
allel SIMD processors that offer a raw compute performance that
is similar to the CELL while running at a fraction of the clock
rate. Purcell showed that ray tracing and Photon Mapping can in-
deed be implemented on current GPUs [Purcell et al. 2002; Pur-
cell 2004]. However, even though several other attempts have been
made, e.g. [Foley and Sugerman 2005], the ray tracing performance
has stayed significantly below that available from current CPU im-
plementations

Figure 11: Four example images rendered with the RPU design at
interactive frame rates at a resolution of 1024×768.

6.3 Custom Hardware for Ray Tracing

Currently, only a single company [ARTVPS 2003] markets dedi-
cated hardware solutions for ray tracing. However, this product is
designed for accelerating offline rendering and is not suitable for
realtime interactive applications.

An entire family of custom realtime ray tracing processors has
been designed by Schmittler and Woop at al., ranging from a non-
programmable architecture [Schmittler et al. 2002] and its FPGA
realization [Schmittler et al. 2004b] to a fully programmable archi-
tecture (RPU) [Woop et al. 2005] and its extension that also sup-
ports fully dynamic scenes [Woop et al. 2006]. All these designs
have been realized using FPGA technology and achieve realtime
performance (see Figure 11).

The hardware architecture of the fully programmable RPU design
includes on-chip ray generation, kd-tree traversal, programmable
intersection computations, arbitrary levels of reflection or trans-
parency, and fully programmable shading. The RPU is designed
essentially as a highly parallel processor that efficiently supports
recursive ray tracing computations. The hardware can exploit the
usually large coherence in ray tracing by a SIMD technique that
adaptively splits packets as they may become incoherent during the
computation.

This programmability of the RPU goes well beyond that of current
GPUs as it not only allows programmable shading but also sup-
ports programmable geometry and image processing. The extended
RPU design [Woop et al. 2006] also efficiently supports dynamic
scenes due to its use of b-kd-trees (see Section 5). The update of
changed geometry as well as general skinning operations are di-
rectly performed in hardware. The update is extremely cheap such
that even on an FPGA millions of triangles can undergo transfor-
mations without introducing a bottleneck.

The performance of the FPGA prototype running at only 66 MHz
compares well with that of OpenRT running on a processor with
40x the clock rate (see Table 2). Current research investigates the
performance expected when implementing the RPU architecture in
ASIC technology. Preliminary results show that a completely un-
optimized ASIC with twelve RPU engines should already be able
to achieve between 62 and 250 million rays per second at a clock
rate of 266 MHz and at a resolution of 1024×1024 pixels.
Note that these estimates are for an initial prototype of the RPU
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Scene Triangles RPU
Scene6 0.8K 5.2
Office 34K 3.6
Quake3 39K 3.1
UT2003 52K 1.8
Conference 282K 1.3

Table 2: Performance results measured in million rays per second
for the FPGA prototype of the RPU clocked at 66 MHz at a reso-
lution of 1024×1024 pixels. Note, that the performance is already
comparable to that of OpenRT even though that runs on CPUs with
40× the clock rate.

architecture in an ASIC process. There is still a significant gap
between the these performance numbers and those from current
GPUs. However, we believe that they are very encouraging given
that the we are looking at first prototypes and compare them to chips
that have been refined over many years.

The estimated performance numbers above are interesting in a num-
ber of ways. A pure software solution is still greatly limited by the
number of processing cores available in a system. It seems that
more aggressive multi-core designs are required in order to over-
come this bottleneck. The Cell processor with its eight cores is
promising in this respect but the results are still preliminary at this
point. In the non-gaming environment larger multi-processor ma-
chines should be able to achieve the necessary performance levels
for fully interactive simulations. However, it is clear that these sys-
tems will be too expensive in order to be interesting for a mass mar-
ket. The situation is somewhat different for dedicated ray tracing
hardware, though. We see a much larger potential to increase these
performance numbers. More efficient hardware implementations
and optimizations to the architecture are two obvious strategies.

All of these approaches are likely to benefit greatly from future ap-
proaches to further minimize the number of rays that need to be
computed for a specific effect and further optimizations of the core
ray tracing operations. We believe that we are just starting to see the
potential of realtime ray tracing – in games and other applications.

7 Conclusions and Future Work

In this paper we have argued that the dramatic increase in ray trac-
ing performance seen over the last few years together with current
trends in hardware development should make it interesting to take
a new look at the use of ray tracing for gaming applications.

We have supported this argument by analyzing the benefits of ray
tracing compared to current technology and by presenting key de-
velopments that are important in the context of game develop-
ment, including application interface issues and support for dy-
namic scenes. Additionally, we have presented experience from
several prototype game projects that supports the conclusion that
the physics-based approach of ray tracing greatly simplifies the de-
velopment of game engines as well as the design of game content.

This Plug’n’Play approach for content design together with the abil-
ity to efficiently and accurately simulate even advanced effects and
complex lighting situations without the danger of introducing ob-
jectionable artifacts is a major bonus for simulation-based games,
which increasingly avoid pre-computation and instead rely on run-
time simulation of the effects.

Unfortunately, the current performance level of ray tracing is not
yet sufficient to sustain a larger market for gaming. However, the
current trends towards high-performance parallel hardware strongly

support and complement the improvements on the algorithmic and
implementation side. However, given the lead times in game and
hardware development, it seems that the time may be right to ex-
plore ray tracing based games in a wider context

Finally, it is clear that realtime ray tracing is still an emerging field
where major breakthroughs are still likely. It is also an area that
still requires significant future research, including further improve-
ments in the handling of dynamic scenes, even faster simulation
techniques for global and indirect lighting effects, efficient anti-
aliasing that decouples visibility samples from the shading samples,
and of course further performance improvements for all parts of the
ray tracing pipeline.
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